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Multi-way Analysis

r

Tensor or

N-way array

SN

3-way DEDICOM

PARAFAC2

Interested in algorithms for
analysis of large data sets
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V\ /
- "/ DEDICOM

® DEcomposition into Dlrectional COMponents

® |ntroduced in 1978 by Harshman

e Past applications
- Study asymmetries in telephone calls among cities
- Marketing research
e car switching: car owners and what they buy next
» free associations of words for advertising
- Asymmetric measures of world trade (import/export)

e \Variations

- Two-way DEDICOM
- Three-way DEDICOM
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¥ o Two-way DEDICOM
_ y

Single domain model

R AT

X ~ARA T N X

|
Z
>

o Ti 2 N P
min! X I ARA |
A R F
s.t. A orthogonal

e A (Nx P)is an orthogonal matrix of loadings or weights
e R (PxP)is adense matrix that captures asymmetric relationships

® Decomposition is not unique

- A can be transformed with no loss of fit to the data
= Nonsingular transformation Q:

ARA " =(AQ)Q' 'RQ" ")(AQ)”
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- Usually “fix” A with some standard rotation (e.g., VARIMAX%



- //
% Three-wav DEDICOM

Z
Il

P

>

N P

X! ADKRD AT fork=1,...,K

: | T 112
Ai,TR],mD Ek: H Xk! AD(RDA HF
e A (NxP)is a matrix of loadings or weights (not necessarily orthogonal)

R (P x P) is a dense matrix that captures asymmetric relationships

D (P x P x K) is a tensor with diagonal frontal slices giving the weights
of the columns of A for each slice in third mode

e *Unique” solution with enough slices of X with sufficient variation
- i.e., no rotation of A possible

. . . Sandi
= greater confidence in interpretation of results @ Natioral
Laboratories



V
Sy // PARAFAC?2

e

Z
Il

P

>

N P

X! ADAHD A" fork=1,....K

mn " X! AD(HDAT":
AH, D K

e A (NxP)is a matrix of loadings or weights (not necessarily orthogonal)
H (P x P) is a dense, symmetric matrix (usually positive definite)

D (P x P x K) is a tensor with diagonal frontal slices giving the weights
of the columns of A for each slice in third mode

e *Unique” solution with enough slices of X with sufficient variation
- i.e., no rotation of A possible

. . . Sandi
= greater confidence in interpretation of results @ Natioral
Laboratories



=K A
;} DEDICOM Models & Algorithms
T
2-way — R A
DEDICOM X A
Generalized Takane method (Takane, 1985; Kiers et al., 1990)
ASALSAN variant (Bader, Harshman, Kolda, 2007)
All-at-once optimization
R AT
3-way X = A
DEDICOM

Kiers’ method (Kiers, 1993)
ASALSAN  (Bader, Harshman, Kolda, 2007)
All-at-once optimization
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Kiers! Algorithm

|
- ' (Kiers, 1993)

|m 1 1

mn  "X;! ADRDAT"]
A ,R,D i1

Alternating Least Squares

Accurate algorithm
but not suitable
for large-scale data

1) ALS over columns in A O(pn3)
(involves EVD of dense n x n matrix)

2) Least-squares problem for R

Vec(X 1) AD ;1 ® AD 1
minimize: f(R) = : — ; Vec(R)
Vec(X 1) AD ,,®AD,,
©um ™ —luny
VecR) = (D;iATAD;) @ (D;AT AD;) Vec(D; A" X;AD))
i=1 i=1

3) ALS over elementsin D
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ASALSAN

(Bader, Harshman, Kolda, 2007)
!ﬁ] 1 1

mn  "X;! ADRDAT"]
A ,R.,D

F

“Alternating Simultaneous Approximation, Least Squares, and Newton”

Solving for A:
‘X, xI ... X, x* =A'D;RD; D;R"D; --- D,RD,, D,R™D,, I, ®@AT
T
Y = |A Z
A=YZ(Z"'Z2) !
H " 7U:" 7? 1
m # m
=1 1=1
where B; | D,RD;(ATA)D,R'D;,
Ci ! DR'D/(ATA)D,RD;.
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ASALSAN

r

Solving for R:

m
min " || X; —AD R DAT ||7
=1

Use the approach in (Kiers, 1993)

Vec(X 1) AD 1 ® AD i
minimize: f(R) = : — . Vec(R)
Vec(X 1) AD ,,  AD
*wm T =Lum
VecR) = (DiATAD)) @ (D;AT AD)) Vec(D;ATX;AD))
=1 i=1
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ASALSAN

min! X, - AD,RD,A"!?
D;

Solving for D:
Use Newton’s method to solve the optimization problem for d = diag(D;)

dpew = d! H' g

Gradient: gc = —  2(X — ADRDA T)x (ADr yal + axr.DAT)
.. |
N

Hessian: hg = —2 (X — ADRDA T)x (asfsal + arsal)

)

#
— (ADr sal + agrsDA T) « (ADr (a] + air.DAT)
|

)

Use compression
QR factorization: A = QA,

> Smaller problem (p x p)

F Sandia
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Algorithm Costs

o

For small p, updating A is most expensive part

Dominant costs:

Q'XiQ
linear in nnz of X < X;AR”

X! AR

O(?n) <
QR factorization of A

ASALSAN is capable of handling large data sets
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Timings

(Bader, Harshman, Kolda, 2007)

Time in seconds per iteration (avg iterations)

Algorithm World trade Enron
ASALSAN 0.069 (50)] 0.85 (184)
NN-ASALSAN 0.083 (47)] 1.0 (74)
Kiers[23] 0.022 (67)] 22.3 (400+)

18x18x10 184x184x44
3060 nonzeros} 9838 nonzeros
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All-at-once Optimization

P - // New Approach:
a -’

Minimization problem: min f (x)
X

® Need a flexible method to handle
= constraints (e.g., non-negativity)
- regularization (e.g., sparsity)
= missing data
- large-scale data sets

e Want
- speed comparable to ASALSAN
- improved accuracy, if possible

® Follow what has been done with CANDECOMP/PARAFAC
(see Evrim Acar’s presentation)

e Use Poblano Optimization Toolbox in MATLAB (Dunlavy, et

al. 2009)
= Vectorize factor variables and derivatives —
@ National
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Optimization Theory

E

o f £ 44
aaa (9:171833n

8x18x2

o°f £ 4
ox2 aaa 83328%;1

2
oxs

O°f £ 4 4
aaa 4

Minimization problem: min f (x)
X
0% f
Gradient * L/ ¥ Hessian ggji
n L1 0
) =4 ;& VA (x) = | OO
L f :
! In 82f
8xn8x1

Taylor series approx.
f(:v+s)%u—|-| L f(x)' H
f(x)

S

8:13n @xz

O%f

i

SN

I 2f(x) s

@)

Sandia
National
Laboratories



Newton!s Method

=

Taylor series approx.

f(:v+s)%U+ I f(x)"
f(x)

Local model

m(zk + ) = flz)+ ! flz)' s+ 55

Newton’s method:

Solve for s
! 2f (Xk)Sk ="l f(Xk),

T+l = Tkt Sk

|

S

5]
I Zf(a:) S
LT 2f (s

X1 Sandia
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Quasi-Newton Methods

=

Approximation to Hessian: Hy ! “f (xi)
New linear system: Hys, = 1" f (xk)
By=H, "'

sk = ! By" f(Xk)

Secant method: use gradients at
past points to approximate Hessian

min! B " Bir 1! subject to By = By, BYk =Sk 1,
k

Yk = Vi (Xk) — Vi (Xk—l)

BFGS update

T T
Sk —1Sk _ Brk_1YkY, Bk-1
B, = By, + k=1 Yk Yk |

Sy 1Yk Yy Bk_1Yk
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V
P 4 // Large-scale Methods

Limited memory BFGS (L-BFGS) keeps
only m past update vectors sk and y«

BFGS update

.
Sk—1Sx—1  Bk_1YkYg Bk1

Bk = By_1+
T T
Sk 1Yk Yk Brk—1Yk
CBzA
Nonlinear Conjugate
Gradient (NCG)
Steepest descent then move in T
subsequent conjugate directions| 1 HL ™ F(ig)
Iy

These methods are implemented in the Poblano |
Optimization Toolbox for MATLAB (Dunlavy et al. 2009) @ Sk}

Laboratories
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) “’%erivatives for 2-way DEDICOM

Error:

Objective function:

Gradient:

MATLAB:
AR = A*R;
ARt = A*R";
AtA = A™A;

E! Z" ARAT
1 n n?l _ 1 T 2
f(AR)! 3"E"r=3||Z2#ARA" ||
] | T | T
4 =[|! E' AR! FAR ]ij
of
=[-ATEAJ;

G{1} = -Z*AR - Z*ARt + ARt*(AtA*R) + AR*(AtA*R");
G{2} = -A*Z*A + AtA*R*AtA;
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4 “’%erivatives for 3-way DEDICOM

Error;:

Objective function:

Gradient:

E.! Zv" AD(RD AT

IK IK n n
- - n n2
f(ALRD)=3% | Ec|t =1 Zy — ADKRD(AT " *
k=1 k=1
!f [ 1]
| = | ETAD .RD, + EAD .R'D,
I n o
I' f oo AT"D.ED.A
| f
= ADrjEaj + a Erj .D¢AT
I Dy
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P 4 %erivatives for 3-way DEDICOM
>

MATLAB:

for k = 1:size(D,1)
DktDk = D(k,:)*D(k,:);
Rk = R.*DktDk;
AR = A*Rk;
ARt = A*RK";
E= AR*A'- Z(:,.,K);
G{1} = G{1} + E*AR + E*ARt;
G{2} = G{2} + (A*E*A).*DktDKk;

ADR = A*(diag(D(k,:))*R);
RDA = (R*diag(D(k,:)))*A";
for ) = 1:size(D,2)
G{3}(k,j)) = ADR(:,))*E*A(:,)) + A(C,))*E*RDA(,:)";
end
end
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2 Results

10° ' . . . | | e Synthetic data
ASALSAN || ® 20x20x9
NG < || ® Random initialization

(5% error)
No noise in X

o

LLJ

©

>

7 M |

n

[}

o

3

TN |
10! 10| |
10! 12 ] | | | | |

0 2 4 6 8 10 12 14
Time (sec)
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' Results

e Synthetic data

10° ¢ . . , | | _
: ASALSAN [] ®  20x20x9
NCG - TIONT .
L
L_BrGs Random initialization
(5% error)
0.1% noise in X
. { @ p = 2
2 i
(I
'
>
°©
4]
o
3
D: —
10_3 I I L 1 |

Time (sec)
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- Results

e Synthetic data

QiﬁLSAN f 50x50x35
L-BEGS e Random initialization
(5% error)
0.1% noise in X
Oblique factors A
1
s 0} ] e p=2
L i
©
>
S
o
x
D
x
10° 4
0 10 20 30 40 50 60 70 80 90 100

Time (sec)
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Results

—€ O—O-
0.99 | | ® Enron email data
® 184x184x44
0.98 + _
e 9838 nnz

0971 - ® p=4
g e Random
S 0.96 - Caye e s
0 initialization
S 095} -
_'C_J ®
o
T 0941 .
()
('

0.93+ .

092} |

ASALSAN
0.91} —*— NCG |
L-BFGS
09 | | | | | | |
0 10 20 30 40 50 60 70 80

Time (sec)
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Derivatives for PARAFAC?2

e

Error: E,! Z." AD.HD AT

|K IK " 1)
Objective function:  f(A,H,D)! 3 "E"Z =1 Z # ADyHD( AT i
k=1 k=1
of " . )
Gradient: 57— = 12  E"ADiHD
ij 5
k ij
oo ZATD EDy A
'Hy | K
J k i
of
= 2ADh; Ea;
0D K=
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- //
- Discussion
-;. ’

e All-at-once optimization is competitive but not the best.
ASALSAN is fastest on real data.

- DEDICOM and PARAFAC2 are difficult nonlinear
optimization problems with multiple minima

- ALSALSAN includes some second order information

e (Optimization approach convenient for:
- Different loss functions (other than least squares)
- General constraints (e.g., non-negativity)
- Regularization (e.g., sparsity)
- Missing data

® Future research will explore these benefits and aim for better
performance

Sandia
National
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Applications

F 2

Tensor or

N-way array

SN

DEDICOM

* Temporal social network analysis (Enron)
* Community finding
* Part-of-speech tagging

PARAFAC2

* Multilingual document analysis

Sandia
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Using PARAFAC?2 for
Multilingual Document
Clustering

Joint work with Peter Chew
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Basics: Graphs and Matrices

> __
™~
# example from (Berry, Drmac, Jessup, 1999)

Documents Bipartite graph

D1: How to Bake Bread Without Recipes T1
D2: The Classic Art of Viennese Pastry T2
D3: Numerical Recipes: The Art of Scientific Computing
D4: Breads, Pastries, Pies and Cakes: Quantity Baking Recipes T3
D5: Pastry: A Book of Best French Recipes T4

T5

Terms T6

T1. bak(e,ing)
T2: recipes

D1
D2
D3
D4
D5

Term-by-doc (adjacency) matrix

T3 bread D1 D2 D3 D4 D5
12 B;aestr(y,ies) ( 1 0 0 1 O\ T1
: 1 01 1 11712

Concepts A 1 0 0 1 0]T7s
e Bag of words A = 0 0 01 0]T4
® \ector space model 0 1 0 1 11]Ts
e Stemming O 0 0 1 0/ T6
e Stoplists
o

. . . Sandi
Scaling for information content @ Natioral
Laboratories



Cross-language Information
Retrieval (CLIR)

‘ Web documents could be in any language l
© English

German
Japanese

French

Chinese Simplified
Spanish Languages on the web
Russian

Dutch

Korean

Polish

Portuguese
Chinese Traditional
Swedish

Czech

Norwegian

Italian

Danish

Hungarian

Finnish

Hebrew

Arabic

Turkish

Slovak

Indonesian

Goal: Cluster documents
by topic regardless of
language

Bulgarian
Croatian
Catalan
Slovenian
Greek
Romanian
Serbian
Estonian
Icelandic

0000000000000 0e00e000000e00000

Lithuanian
Latvian

Sandia
(P. Chew, B. Bader, A. Abdelali (NMSU), T. Kolda, P. Kegelmeyer) @ el |
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_ // Bible as a "Rosetta Stone!

® The Bible has been translated carefully and widely

- 451 complete & 2479 partial translations

® \erse aligned

Sandia’s database: 54 languages: 99.76 % coverage of web

Afrikaans Estonian Norwegian
Albanian Finnish Persian (Farsi)
Amharic French Polish
Arabic German Portuguese
Aramaic Greek (New Testament) Romani
Armenian Eastern Greek (Modern) Romanian
Armenian Western Hebrew (Old Testament) Russian
Basque Hebrew (Modern) Scots Gaelic
Breton Hungarian Spanish
Chamorro Indonesian Swahili
Chinese (Simplified) Italian Swedish
Chinese (Traditional) Japanese Tagalog
Croatian Korean Thai

Czech Latin Turkish
Danish Latvian Ukrainian
Dutch Lithuanian Vietnamese
English Manx Gaelic Wolof
Esperanto Maori Xhosa

@)
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V
N // Bible as Parallel Corpus

5 languages for training and testing

Translation Terms Total Words
English (King James) 12,335 789,744
Spanish (Reina Valera 1909) 28,456 704,004
Russian (Synodal 1876) 47.226 560,524
Arabic (Smith Van Dyke) 55,300 440,435
French (Darby) 20,428 812,947

® |anguages convey information in different number of words

Isolating language

<

>

Synthetic language

@)
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S

>

é

xample of Statistical Differences

Text word % of
count total

AC | I'#$% &S ("% %,-. (01(83( (| MK
(

<N( ?2&()*,( 2,'%&8&%&'( O/5( 4-,+),5( Y,( MP( Q}
*, 1, &M (+&S50)*, (,+-)*>(

=A( I#( 4/$%,&4,5,&)( R%,#( 4-S+( .,"( T( QM
4%;#;(1)('+()1"’>(

AU( 4(567689 :;<=>?8( @;A59B;( ?( V( MV
CID8E(

<B( <&(,.(3-%&4%3%/(4-%W(R%/"(./"(4%,./Me&( Ql
+0%,—+>(

TOTAL 42 100

/
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A hol
L anquaage Morpholo

Translation Terms Total Words
English (King James) 12,335 789,744
Arabic (Smith Van Dyke) 55,300 440,435

Languages convey information in different number of words

Isolating language Synthetic Ianguage}
<

Chinese Quechua, Inuit (Eskimo)

® |solating language: One morpheme per word
= e.g., "He travelled by hovercraft on the sea." Largely isolating, but travelled and hovercraft each
have two morphemes per word. (Wikipedia)
° Synthetlc language: High morpheme-per-word ratio

German: Aufsichtsratsmitgliederversammlung => "On-view-council-with-limbs-gathering" meaning
"meeting of members of the supervisory board". (Wikipedia)

=  Chulym: Aalychtypiskem => "I went out moose hunting"

=  Yup’ik Eskimo: tuntusssuatarniksaitengqgiggtuq => “He had not yet said again that he was going to

hunt reindeer.” (Payne, 1997)
Sandia
National
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Term-Doc Matrix

Term-by-verse matrix
for all languages

Bible verses

: English
Pl Spanish Look for co-occurrence of
AR terms in the same verses
EAtogei g Russian and across languages to
e terms capture latent concepts
Lu | __ : French
o

163,745 x 31,230

® Approach is not new
- pairs of languages in LSA suggested by (Berry et al., 1994)

= multi-parallel corpus is new Sandia
@ National

Laboratories



g é
v R Latent Semantic Indexing
< &

Term-by-verse matrix | k
for all languages A =U! (VS = iy

Bible verses =1 Document

| = feature

English ! \ vector

U .

Spanish gimension é 81322
d?mens?on 3 0.0341
Truncated SVD amersn§ |00t
. Russian . — 5 dneeno [oomg
dimension 8 0.0020
PrOJeCt dimension 9 0.0518

new dOCU ment dimension 10 0.0822

. dimension 11 -0.0101
Arabic dimension 12 [ -0.1154
dimension 13 -0.0990
dimension 14 0.0228
dimension 15 -0.0520
dimension 16 0.1096
French dimension 17 0.0294
dimension 18 0.0495
dimension 19 0.0553
dimension 20 0.1598

term x concept

Project new documents of interest into subspace of Ux-1
 cosine similarities for clustering

* machine learning applications @ Sandia

National
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Quran as Test Set

F 2

e (Quran is translated into many languages, just like the Bible
® 114 suras (or chapters)

® More variation across translations => harder IR task

Sandia
National
Laboratories
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-~ Performance Metrics
-;. ’

Lang 1 e Precision at 1 document (P1)

- Equals 100% if the translation of the query ranked

o)
c
Q)
-

<

IR highest, 0% otherwise
g - Calculated as an average over all queries for each
% language pair or as a total average

- Essentially, P1 measures success in retrieving
documents when the source and target languages are
specified

- The average percentage of the top 5 documents that
are translations of the query document

- Calculated as an average for all queries & all languages
- Essentially, MP5 measures success in multilingual
clustering

e MP5 is a stricter measure than P1 because the retrieval

task is harder
@ Sandia
National
Laboratories



LSA Results

- |
._
- ' (Chew,Bader,Kolda,Abdelali, 2007)

5 languages, 240 latent dimensions

Method Average P1| Average MP5

SVD/LSA 76.0% 26.1%

Documents tend to cluster more by language than by topic

Sandia
National
Laboratories



LSA Results

F e

5 languages, 240 latent dimensions

Method Average P1| Average MP5
SVD/LSA (I =1) 76.0% 26.1%
SVD/LSA (! =1.8) 87.6% 65.5%

Sandia
National
Laboratories



ew Approach: Multi-matrix Array

(Chew, Bader, Kolda, Abdelali, 2007)

French
Term-by-verse matrix o
for each language | _..-Arabic L 5
.-Russian
_.Spanish | .- X,
"‘." ".' X
_English X 3
X

Array size: 55,300 x 31,230 x 5 with 2,765,719 nonzeros

Sandia
National
Laboratories



V
| ; " Tuckerl
g

Tucker !

Tucker1
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Tuckerl Results

5 languages, 240 latent dimensions

Method Average P1| Average MP5
SVD/LSA (! =1) 76.0% 26.1%
SVD/LSA 87.6% 65.5%
Tuckerl 89.5% 71.3%

Only minor improvement because each Uk is not orthogonal

Sandia
National
Laboratories



PARAFAC?2

(Harshman, 1972)

Where each Ug is orthonormal
and Sk is diagonal

Sandia
National
Laboratories



PARAFAC2 Results

5 languages, 240 latent dimensions

Method Average P1| Average MP5
SVD/LSA (! =1) 76.0% 26.1%
SVD/LSA 87.6% 65.5%
Tuckerl 89.5% 71.3%
PARAFAC?2 89.8% 78.5%

Modest improvement over LSA

@)
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Bible Clustering with LMSATA

F 2

.uql
¢ Books of the Bible color 11
coded by language 1
MP5 about 90%

Books cluster first with
their counterparts in
other languages, then in
larger clusters by topic

Visualization software: Tamale 1.2
Graph layout: VxOrd (Boyack et

al., 2005) @ ﬁgtn_dial
ona
labtllratories



Graph Layout (close-up)

S,
e ——
e S

%

S
, RA
NN

e John and Acts have tight clusters
® Some mixing with Matthew, Mark,
Luke (synoptic gospels - share a
similar perspective)

W Matthew

Sandia
National
Laboratories



'}'

Using DEDICOM for
Completely Unsupervised
Part-of-Speech Tagging

Joint work with Peter Chew

Sandia
National
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- / .
- Abproaches to POS taaaing (1

¥Supervised

PRule-based (e.g. Harris 1962)
¥Dictionary + manually developed rules
¥Brittle B approach doesnOt port to new domains

PStochastic (e.g. Stolz et al. 1965, Church 1988)
¥Examples: HMMs, CRFs

¥Relies on estimation of emission and transition
probabilities from a tagged training corpus

¥Again, difficulty in porting to new domains

Sandia
National
Laboratories



V
4 “’“\pproaches to POS tagging (2)

¥Unsupervised
DPAIll approaches exploit distributional patterns

bSingular Value Decomposition (SVD) of term-
adjacency matrix (SchYtze 1993, 1995)

bGraph clustering (Biemann 2006)

POur approach: DEDICOM of term-adjacency
matrix

PMost similar to SchYtze (1993, 1995)

Advantages:
¥ can be reconciled to stochastic approaches
¥ completely unsupervised, like SVD and graph clustering
¥ initial results appear promising

Sandia
National
Laboratories
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‘}'T)E&COM b application to POS tagging

Term adjacency matrix ORO matrix
Following POS
- Preceding POS 1 (det) 2 (noun)
I:)Ilo:.vmgmterrg . 1 (det) 5 390
bl B 2 38 40
el E| E| E| E| E| | E ou V-S—
Preceding term 2|l o] 2| 2|1 2] @ ] OAQO matrix
term 1 441 5| 231 1| 19] 1| 3 Evoked ™ —
voke imension
:erm g ?2 57 5 3 8 19 (1) 2 > Evoked/stimulus phrase |1 (det) 2 (noun)
erm ! 5 ! S} term 1 0.299 0.252
term 4 15| 12 3 1 5 0l 14 term 2 0.355 0.158
term 5 28| 27| 4] 18 41 1] 7 term 3 0.041 0.213
term 6 171 13] 11] 2| O 0] 3 term 4 0.172 0.004
71 9l 2| 221 o] 4 13 term 5 0.048 0.420
termn 4 9 1 2 0 7 1 term 6 0.150 0.013
0.043 0.248
term n 0.074 0.010

¥The assumption that terms are a  Osingle set of objectsO , whether

they precede or follow, sets DEDICOM apart from SVD and other
unsupervised approaches

¥This assumption models the fact that tokens play the same
syntactic role whether we view them as the first or second element

In a bigram
@ Sandia
National
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0

paring DEDICOM output to HMM input

Output of DEDICOM

ORO matrix
Following POS
Preceding POS 1 (det) 2 (noun)
1 (det) 2 390
2 (noun) 38 40
OAO matrix
Evoked "dimension"
Evoked/stimulus phrase |1 (det) 2 (noun)
term 1 0.299 0.252
term 2 0.355 0.158
term 3 0.041 0.213
term 4 0.172 0.004
term 5 0.048 0.420
term 6 0.150 0.013
0.043 0.248
termn 0.074 0.010

Input to HMM
(after normalization of counts)

— Transition prob. matrix

— Emission prob. matrix

¥The output of DEDICOM is essentially a transition and emission
probability matrix

¥DEDICOM offers the possibility of getting the familiar transition

and emission probabilities

without tagged training data

Sandia
National
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alidation: method 1 (theoretical)

¥Hypothetical example - suppose tagged training corpus exists

Corpus: The| man| walked| the| big| dog
DT NN VBD DT JJ NN
. th man walked bi d ROWSUM .
A S S S | B S 2 sparse matrix of
man 1 1 .
walked 1 1 bigram counts
big 1 1
dog 0
COLSUM 1 1 1 1 1 5
A*: term-taq counts R*: tag-adjacency counts
DT NN VBD JJ ROWSUM DT NN VvBD JJ ROWSUM
the 2 2 DT 1 1 2
man 1 1 NN 1 1
walked 1 1 VBD 1 1
big 1 1 JJ 1 1
dog 1 1 COLSUM 1 1 1 5
COLSUM 2 1 1 6
¥By definition (subject to difference of 1 for final token):
P row sums of X = col sums of X = row sums of A*
P col sums of A* = row sums of R* = col sums of R* @ ﬁg{l}gﬁm
Laboratories
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alidation: method 1 (theoretical
g ( )

¥To turn A* and R* into transition and emission probability
matrices, we simply multiply each by a diagonal matrix D where
the entries are the inverses of the row-sum vector

¥f the DEDICOM model is a good one, we should be able to
multiply A*xDR*D(A*) T to approximate the original matrix X

¥In our example, A*DR*D(A*) T =

the man walked [big dog ROWSUM
the 0.5 1 0.5 2
man 0.5 0.5
walked 1 1
big 0.5 0.5 1
dog 0.5 0.5
COLSUM 1 1 1 1 1 5

¥This approximates X, and it also captures some syntactic
regularities which arenOt instantiated in the corpus (this is one
reason HMM-based POS tagging is successful)
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A

¥Use a tagged corpus (CONLL 2000)
D CONLL 2000 has 19,440 distinct terms
P There are 44 distinct tags in the tagset (our Ogold standardO)

¥Tabulate X matrix (solely from bigram frequencies, blind to tags)

¥Fit DEDICOM model to X (using k = 44) to OlearnO emission and
transition probability matrices

¥Use these as input to a HMM; tag each token with a numerical
iIndex (one of the DEDICOM OdimensionsQO)

¥Evaluate by looking at correlation of induced tags with the 44
Ogold standardO tags in a confusion matrix
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Validation: method 2 (empirical)

Assuming the Ogold standardO is the optimal tagging scheme, the ideal
confusion matrix would have one DEDICOM class per Ogold standardO tag
(either a diagonal matrix or some permutation thereof).

Gold
standard
tag

Confusion matrix: correlation with OidealO diagonal matrix = 0.49

coordinating conjunction

cardinal number 606
determiner 21
existential there 0
foreign word 0
preposition/subordinating conjunct 60
adjective 110
adjective, comparative g
adjective, superlative 1
modal 4
noun, singular or mass 1,219
proper noun, singular 845
proper noun, plural 33
noun, plural 945
predeterminer u
possessive ending 0
personal pronoun 62
possessive pronoun 11
adverh 1585
adverh, comparative 10
adverh, superlative 0
particle 0
iy 0
to 1
interjection 1
verh, base form 49
verb, past tense 148
verb, gerund/past participle 37
verh, past participle 105
verb, sing. present, non-3d 25
verh, 3rd person sing. present 40
wh-determiner 0
wh-pronoun 0
possessive wh-pronoun 0
wh-adverh 0
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. Validation: method 2 (empirical)

¥Examples of DEDICOM dimensions or clusters:

Tag | Top 10 types (by weight) with weightings
ONNO! million share said : year billion inc. corp. years  quarter
0.0246 0.0146  0.0129 0.0098 0.0088 0.0069 0.0064 0.0061 0.0058 0.0054
O NN C) 2 company | u.s. new first market share year stock : government
0.0264 0.0136  0.0113 0.0095 0.0086 0.0086 0.0079 0.0077  0.0065 0.006
O DTC) 3 the a new an other its any addition their 1988
0.2889 0.1194  0.0121 0.0094 0.0092 0.0085 0.0067 0.0062  0.0062 0.0057
8 the its his about  those their all u.s. : this
0.0935 0.0462  0.0208 0.0160 0.0096 0.0095 0.0088 0.0077  0.0074 0.0071

Tag 3: Grouping of OnewO with OtheO and Oal explained by distributional similarities (all
precede nouns). This is also in accordance with a traditional English grammar, which held

that determiners are a type of adjective.

Soft clustering: U.S. appears under tag 2 (nouns) and tag 8 (adjectives)
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Future Work in POS Tagging

s

e (Constrained DEDICOM
- Tags for common terms (e.g., determiners, prepositions)
- Semi-supervised learning

® Analyze multiple corpora via 3-way DEDICOM

e (Constraints on R matrix in DEDICOM
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Discussion and Questions

=

e (Challenges with global optimization
- Ways reduce search space and find global minimizer

= Deterministic algorithm that returns a good approximation
to global solution

® [ast algorithms for large-scale problems

e (ther data analysis models
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